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Abstract. The aim of collaborative filtering is to help users to find items

that they should appreciate from huge catalogues. In that field, we can
distinguish user-based from item-based approaches. The former is based
on the notion of user neighbourhoods while the latter uses item neigh-
bourhoods.
The definition of similarity between users and items is a key problem
in both approaches. While traditional similarity measures can be used,
we will see in this paper that bespoke ones, that are tailored to type of
data that is typically available (i.e. very sparse), tend to lead to better
results.
Extensive experiments are conducted on two publicly available datasets,
called MovieLens and Netflix. Many similarity measures are compared.
And we will show that using weighted similarity measures significantly
improves the results of both user- and item-based approaches.

1 Introduction

There has been a growth in interest in recommender systems [1] in the last two
decades, since the appearance of the first papers on this subject in the mid-
1990s [2]. The aim of such systems is to help users to find items that they should
appreciate from huge catalogues.

Items can be of any type, such as movies, music, books, web pages, online
news, jokes and restaurants. In this paper, we focus on movie items. The goal,
therefore, of recommender systems, in this context, is to help users to find movies
of interest, based on some information about their historical preferences.

Three types of recommender systems are commonly proposed:

1. collaborative filtering;
2. content-based filtering;
3. and hybrid filtering.

In the first case, the input to the system is a set of user ratings on items.
Users can be compared based upon their shared appreciation of items, creating
the notion of user neighbourhoods. Similarly, items can be compared based upon
the shared appreciation of users, rendering the notion of item neighbourhoods.
The item rating for a given user can then be predicted based upon the ratings
given in her user neighbourhood and the item neighbourhood.

In content-based filtering, however, item content descriptions are used to
construct user thematic profiles, that contain information about user preferences,



such as, in the context of movies, “like comedy and dislike war”. The user’s
predicted appreciation of a given item is then based on the proximity between
the item description and the user profile.

Finally, in the case of hybrid filtering, both types of information, collaborative
and content-based, are exploited.

Collaborative filtering techniques are more often implemented than the other
two and often result in better predictive performance. The main reason is that
they do not require these difficult to come by, well-structured item descriptions.
Instead, they are based on users’ preferences for items, that can carry a more
general meaning than is contained in an item description. Indeed, viewers gen-
erally select a movie to watch based upon more elements than only its genre,
actors and director.

So this paper focuses on collaborative filtering, that can be divided into two
sets of approaches:

1. user-based approaches [2] associate a set of nearest neighbours with each
user, and then predict the user’s rating for unscored items using the ratings
given by the neighbours on that item;

2. and item-based approaches [3] associate an item with a set of nearest neigh-
bours, and then predict the user’s rating for an item using the ratings given
by the user on the nearest neighbours of the target item.

The definition of similarity between users and items is a key problem in each
approach. Since the data that are typically available in collaborative filtering
are very sparse, traditional similarity measures need to be adapted. Generally,
when comparing two users or two items, only the set of attributes in common
are considered. However, by doing so, many users and items may be compared
based only on very few attributes, which can lead to a lack of meaning.

In this paper, we propose to adapt traditional similarity measures to sparse
data. Our approach consists in using a new weighting scheme of existing simi-
larity measures, so that users and items that share many attributes are prefered
to others that only share a few attributes. We will then show the interest of such
new measures, not only in improving the predictive performance of collaborative
filtering systems, but also in improving their scalability.

This brings us naturally to the issue of evaluating the performance of a given
recommender system [4]. This is typically done by using cross-validation. Then
the most widely used measures for comparison are:

1. Mean Absolute Error (MAE);
2. Root Mean Squared Error (RMSE);
3. and Precision and Recall.

The first two measures evaluate the capability of a method to predict if a
user will like or dislike an item, whereas the third set of measures evaluates its
capability of providing an ordered list of items that a user should like. These
measures thus carry different meanings [5]. In the first two cases, the method
needs to be able to predict dislike, but there is no need to order items. In the



last case, however, the method only focuses on items that users will like and the
order in which these items are ranked is important.

Beyond the importance of the predictive performance of recommender sys-
tems, other elements may be taken into consideration in their evaluation. The
scalability of the proposed system is for example an important characteristic
that needs to be taken into account.

To conduct experiments, we will use two real rating datasets that are pub-
licly available, called MovieLens and Netflix [6]. The first one contains 1,000,209
ratings collected from 6,040 users on 3,706 movies. The second dataset contains
100,480,507 ratings for 480,189 users and 17,770 movies. Both are completely
independent.

To summarise, this paper, on the study of similarity measures for collabo-
rative filtering, will be structured as follows: an overview of the principal ap-
proaches for collaborative filtering is presented in section 2, alongside a study of
similarity measures for comparing users and items; the results of extensive exper-
iments are reported in section 3 in order to compare various similarity measures
for collaborative filtering approaches, using cross-validation on the MovieLens
and Netflix datasets; finally, section 4 concludes the paper and topics for future
research are suggested.

2 Collaborative Filtering

Let U be a set of N users, I a set of M items, and R a set of ratings rui of users
u ∈ U on items i ∈ I. Su ⊆ I stands for the set of items that user u has rated.

Let us set to minr the minimum rating and Maxr the maximum rating. In
the MovieLens and Netflix datasets for example, ratings are integers ranging
from 1 (meaning dislike) to 5 (meaning high like).

The goal of collaborative filtering approaches is then to be able to predict
the rating pai of a given user a on a given item i. User a is supposed to be active,
meaning that she has already rated some items, so Sa 6= ∅. But the item to be
predicted shall not be known by the user, so i /∈ Sa.

2.1 User-based approaches

For user-based approaches [2, 7], the prediction of a user rating on an item is
based on the ratings, on that item, of the nearest neighbours. So a similarity
measure between users needs to be defined. Then a set of nearest neighbours is
selected. And finally, a method for combining the ratings of those neighbours on
the target item needs to be chosen.

The way the similarity between users is computed will be discussed in sub-
section 2.3. Let sim(a, u) be that similarity measure between users a and u. The
number of neighbours considered is often set by a system parameter that we
denote by K. So the set of neighbours of a given user a, denoted by Ta, is made
of the K users that maximise their similarity to user a.



A possible way to predict the rating of user a on item i is then to use the
weighted sum of the ratings of the nearest neighbours u ∈ Ta that have already
rated item i:

pai =

∑

{u∈Ta|i∈Su}
sim(a, u) × rui

∑

{u∈Ta|i∈Su}
|sim(a, u)|

(1)

In order to take into account the difference in use of the rating scale by
different users, predictions based on deviations from the mean ratings have been
proposed. In that case, pai is computed using the sum of the user mean rating
and the weighted sum of deviations from their mean rating of the neighbours
that have rated item i:

pai = ra +

∑

{u∈Ta|i∈Su}
sim(a, u) × (rui − ru)

∑

{u∈Ta|i∈Su}
|sim(a, u)|

(2)

ru represents the mean rating of user u:

ru =

∑

{i∈Su} rui

|Su|
(3)

Indeed, let us suppose a user rates 4 a movie she likes and 1 a movie she
dislikes while another user rates 5 a movie she likes and 2 a movie she dislikes.
Then using deviations from their mean rating will reduce the effect of such a
difference in use of the rating scale.

The time complexity of user-based approaches is O(N2 × M × K) for the
neighbourhood model construction, it is O(K) for one rating prediction, and the
space complexity is O(N × K).

2.2 Item-based approaches

Then item-based approaches have known a growing interest [3, 8–10]. Given a
similarity measure between items, such approaches first define item neighbour-
hoods. Then the rating of a user on an item is predicted by using the ratings of
the user on the neighbours of the target item.

The possible choices of the similarity measure sim(i, j) defined between items
i and j will be discussed in the next subsection. Then, as for user-based ap-
proaches, the item neighbourhood size K is a system parameter that needs to
be defined. And given Ti the neighbourhood of item i, two ways for predict-
ing new user ratings can be considered: weighted sum, and weighted sum of
deviations from the mean item ratings:

pai =

∑

{j∈Sa∩Ti}
sim(i, j) × raj

∑

{j∈Sa∩Ti}
|sim(i, j)|

(4)

pai = ri +

∑

{j∈Sa∩Ti}
sim(i, j) × (raj − rj)

∑

{j∈Sa∩Ti}
|sim(i, j)|

(5)



ri represents here the mean rating on item i:

ri =

∑

{u∈U|i∈Su}
rui

|{u ∈ U |i ∈ Su}|
(6)

The time complexity of item-based approaches is O(M2 × N × K) for the
neighbourhood model construction, it is O(K) for one rating prediction, and the
space complexity is O(M × K).

2.3 Similarity measures

The similarity defined between users or items is crucial in collaborative filtering.
The first one proposed in [2] is pearson correlation. It corresponds to the cosine
of deviations from the mean:

pearson(a, u) =

∑

{i∈Sa∩Su}
(rai − ra) × (rui − ru)

√

∑

{i∈Sa∩Su}
(rai − ra)2

∑

{i∈Sa∩Su}
(rui − ru)2

(7)

Simple cosine can also be used. It has been tested in [3]:

cosine(a, u) =

∑

{i∈Sa∩Su}
rai × rui

√

∑

{i∈Sa∩Su}
r2
ai

∑

{i∈Sa∩Su}
r2
ui

(8)

Other similarity measures based on cosine have been proposed. But they
have been shown less relevant in [11]. We also propose here the simple case of
manhattan similarity:

manhattan(a, u) = 1 −
1

Maxr − minr

×

∑

{i∈Sa∩Su}
|rai − rui|

|{i ∈ Sa ∩ Su}|
(9)

For all these similarity measures, only the set of attributes in common be-
tween two vectors are considered. Thus two vectors may be completely similar
even if they only share one appreciation on one attribute.

Let us illustrate the drawback of such measures on one example. One user
is fan of science fiction while another user only watches comedys. They haven’t
rated any movie in common so their similarity is null. Now they both say they
like “Men In Black”, a comic science fiction movie. So these two users become
completely similar according to the previously presented measures.

On the contrary, jaccard similarity doesn’t suffer from this limitation since it
measures the overlap that two vectors share with their attributes:

jaccard(a, u) =
|{Sa ∩ Su}|

|{Sa ∪ Su}|
(10)

On the other hand, such a measure doesn’t take into account the difference
of ratings between the vectors. In this case, if two users watch the same movies



but have completely opposite opinions on them, then they are considered to be
similar anyway according to jaccard similarity.

So we propose to combine jaccard with the other similarity measures, in
order to benefit from their complementarity. We propose to simply compute the
product between the jaccard similarity and the other ones. Jaccard would thus
serve as a weighting scheme. So wpearson stands for weighted pearson, the new
similarity measure made by the product of pearson and jaccard. Similarly, we
denote by wcosine and wmanhattan the combination of jaccard with cosine and
manhattan respectively.

Cosine-based similarity measures have their values comprised between -1 and 1
while the other similarity values are comprised between 0 and 1.

3 Experiments

3.1 Protocol

We conduct these experiments using the MovieLens and Netflix datasets. We di-
vide them into 2 parts in order to perform cross-validation, training the chosen
model using 90% of the datasets and testing it on the last 10%. In all experi-
ments, the division of the datasets is always the same, so that all approaches
are evaluated under exactly the same conditions. Since the dataset sizes are
important, the variance of the results over different cuts of the datasets is low.

Given T = {(u, i, r)} the set of (user, item, rating) triplets used for test, the
Mean Absolute Error Rate (MAE) and Root Mean Squared Error (RMSE) are
used to evaluate the performance of the algorithms:

MAE =
1

|T |

∑

(u,i,r)∈T

|pui − r| (11)

RMSE =

√

√

√

√

1

|T |

∑

(u,i,r)∈T

(pui − r)2 (12)

The predicted ratings are rounded when the MAE is reported. First of all,
this improves the results. Besides, rounding ratings is natural in practice, since
real users generally prefer rating scales based on natural numbers than on real
numbers.

We then use precision measures specifically designed for the current context.
precision5 stands for the proportion of maximum ratings in the test dataset
(Maxr = 5) that are retrieved as the best predicted ratings. Similarly, precision4

stands for the proportion of test ratings higher than Maxr − 1 = 4 that are
considered as the best ratings using the given recommender system.

Finally, we also report the time spent to learn the models, and for predictions.
The computer used for these experiments has 32Go RAM and 64 bits 3.40GHz
2-cores CPU.



3.2 Results

Considering only the principal collaborative filtering approaches already leads
us to a lot of choices and parameters. When implementing a user- or item-based
approach, one may choose:

– a similarity measure: pearson (equation 7), cosine (8), manhattan (9), jac-
card (10), or the proposed combinations of jaccard with the others;

– a neighbourhood size K;
– and how to compute predictions: using a weighted sum of rating values (equa-

tions 1 and 4), or using a weighted sum of deviations from the mean (2 and 5).

Prediction scheme based on deviations from the mean has been shown to be
more effective in [11]. We confirmed this result in our experiments. So in the
following, only the results using this scheme are reported.

This paper is about the comparison of various similarity measures. So the
following figures 1 to 3 show the Mean Absolute Error Rate obtained using the
proposed measures, varying the neighbourhood size K from 10 to the maximum
number of possible neighbours, for both user- and item-based approaches, and
on both MovieLens and Netflix datasets.

Figure 1 first shows the error rates of item-based approaches depending on
the similarity measure used and the neighbourhood size. The optimum is reached
with the weighted pearson similarity and 100 neighbours. All similarity measures
are improved when they are weighted with jaccard, at least when few neighbours
are considered. All these weighted similarity measures reach their optimum when
100 neighbours are selected. On the contrary, non-weighted similarity measures
need much more neighbours to reach their optimum. 700 neighbours shall be
selected when using simple manhattan similarity, and 1500 when using simple
cosine or simple pearson.

Figures 2 and 3 show that the same conclusions hold when using user-based
approaches, as well as when the Netflix dataset is used instead of MovieLens.
Weighted pearson similarity always leads to the best results. Using our proposed
weighting scheme always improves the results. 300 neighbours shall be considered
for an user-based approach on MovieLens, and 70 for an item-based approach on
Netflix. On the contrary, 2000 to 4000 neighbours need to be selected to reach
the minimum error rate of non-weigthed similarity measures.

The results have been presented for the MAE. They are completely similar for
the other performance measures: RMSE and precisions. Beyond the improvement
of predictive performance when our proposed weighting scheme is used, another
important advantage is that fewer neighbours need to be selected, so that the
algorithms also gain in scalability.

Tables 1 and 2 summarise the results of the best of each approach, including
learning and prediction times, and precisions. The default approach that is re-
ported is Bayes designed to minimise RMSE. More details on this method can
be found in [11]. Both user- and item-based approaches reach optimal results
when the weighted pearson similarity is used. On MovieLens, 300 neighbours
are selected for the best user-based approach, and 100 for the best item-based
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Fig. 1. Comparing MAE on MovieLens when using item-based approaches with differ-
ent similarity measures and neighbourhood sizes (K).
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Fig. 2. Comparing MAE on MovieLens when using user-based approaches with differ-
ent similarity measures and neighbourhood sizes (K).
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Fig. 3. Comparing MAE on Netflix when using item-based approaches with different
similarity measures and neighbourhood sizes (K).

one. On Netflix, considering 70 neighbours leads to the lowest error rate. User-
based approaches, however, face scalability issues. It is too expensive to compute
the entire user-user matrix. So instead, we begin by running a clustering, and
we then consider as potential neighbours only the users that belong to the same
cluster. Considering many neighbours improves the results. But a model based
on 1000 neighbours, selected starting from a clustering with 90 clusters, needs
9 hours to learn, 28 minuts to predict, and 10Go RAM. The best overall results
are reached using an item-based approach. It needs 2 hours and a half to learn
the model on Netflix, and 1 minut to produce 10 millions rating predictions. A
precision5 of 0.6216 means that 62.16% of the best rated items are captured by
the system and proposed to the users.

Now let us concentrate on item-based approaches and pearson-based simi-
larities. Figure 4 shows the mean number of attributes in common between the
nearest item neighbours, depending on the similarity measure used and the num-
ber K of nearest neighbours considered. It thus shows that when pearson is used,
the nearest neighbours in fact do not share many attributes. They often have
only one attribute in common. On the contrary, by using jaccard similarity, the
selected neighbours are those that share a maximum number of attributes. Fig-
ure 4 shows us that many items share more than 100 attributes on the MovieLens
dataset. Jaccard searches to optimise the number of common attributes between
vectors, but this may not be the best solution for nearest neighbour selection



neighbour learning prediction
MAE RMSE precision5 precision4number time time

default / 1 sec. 1 sec. 0.6855 0.9234 0.5451 0.7676

user-based 300 4 min. 3 sec. 0.6533 0.8902 0.5710 0.7810

item-based 100 2 min. 1 sec. 0.6213 0.8550 0.5864 0.7915

Table 1. Summary of the best results on MovieLens depending on the type of approach.

neighbour learning prediction
MAE RMSE precision5 precision4

number time time

default / 6 sec. 15 sec. 0.6903 0.9236 0.5524 0.7392

user-based 1000 9 h 28 min. 0.6440 0.8811 0.5902 0.7655

item-based 70 2 h 30 1 min. 0.5990 0.8436 0.6216 0.7827

Table 2. Summary of the best results on Netflix depending on the type of approach.

since the values of the vectors on the shared attributes may differ. Weighted
pearson is then an interesting compromise between pearson and jaccard.

Then figures 5 and 6 show the results obtained when raising the similarities
to some different power (but still preserving their sign). By doing that, since the
measures are comprised between -1 and 1, the influence of the nearest neighbours
increases while the influence of the furthest neighbours decreases. We can thus
observe that the results improve when raising weighted pearson to some power.
On the contrary, the results do not change very much when simple pearson is
raised to some power, and even sometimes results are worse. So this shows that
our proposed weighting scheme gives meaning to the notion of neighbourhood,
since giving more trust to the nearest neighbours improves the results, and con-
sidering more and more neighbours does not decrease the results anymore.

Finally, tables 3 and 4 summarise the results obtained with item-based ap-
proaches and pearson-based similarities. They compare the performance depend-
ing on whether our proposed weighting scheme is used or not. It thus clearly
shows the interest of weighting the traditional similarity measures, since all per-
formance measures are improved. Fewer neighbours need to be selected, learning
time and prediction time are lower, and the predictive performance are signifi-
cantly better.

We have also tested other ensemblist similarity measures than jaccard that
can be found in [12]: Simple Matching, Russel and Rao, Sokal and Sneath, Rogers
and Tanimoto, Dice, and Yule. But none of these did improve the results.
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neighbour raised learning prediction
MAE RMSE precision5 precision4number power time time

non-weighted 1500 1 3 min. 7 sec. 0.6500 0.8798 0.5703 0.7808

weighted 500 3 2 min. 3 sec. 0.6075 0.8404 0.5957 0.7958

Table 3. Summary of the best results of item-based approaches on MovieLens depend-
ing on the use of our proposed weighting scheme.

neighbour raised learning prediction
MAE RMSE precision5 precision4number power time time

non-weighted 10000 3 7 h 38 min. 0.6291 0.8675 0.6042 0.7712

weighted 200 3 2 h 30 1 min. 0.5836 0.8297 0.6352 0.7881

Table 4. Summary of the best results of item-based approaches on Netflix depending
on the use of our proposed weighting scheme.



4 Conclusion

We have shown in this paper that weighting traditional similarity measures used
for collaborative filtering can substantially improve the results of both user- and
item-based approaches. More specifically, we have shown that combining pearson
and jaccard similarities leads to the best results. This has been verified on two
widely-used and independent movie datasets: MovieLens and Netflix.

We have explain that such weighting schemes are useful because traditional
similarity measures, such as pearson, have the drawback of considering as neigh-
bours rating vectors that share too few attributes. On the contrary, by using
our proposed weighted measures, we have verified that the vectors considered as
neighbours share many attributes.

Moreover, we have observed that using these weighted measures allows us
to consider fewer neighbours than when non-weighted measures are used. So
learning and prediction times of both user- and item-based collaborative filtering
approaches are also improved thanks to our new proposition. Finally, we have
also observed that raising the weighted pearson similarity to some power still
improves the results.

We have also confirmed that item-based approaches outperform user-based
ones. Besides their better results, item-based methods have other advantages.
Their learning and prediction times are lower, at least for datasets that contain
more users than items. They are able to produce relevant predictions as soon as
a user has rated one item. Moreover, such models are also appropriate for the
navigation in item catalogues even when no information about the current user
is available, since it can also present to a user the nearest neighbours of any item
she is currently interested in.

Starting from the new similarity measure we have proposed, many approaches
for its optimisation may be considered. Content information on items could be
used for its improvement [13]. In particular, when an item is associated to very
few ratings, then finding its neighbours based on those ratings has little meaning.
Instead, using its content description could lead to find more relevant neighbours.
The similarity matrix could also be modified by using stochastic perturbations
led by cross-validation, or any other optimisation process [14]. Finally, other
schemes for combining jaccard and pearson than simple product may also be
tested.

Another way to continue improving item-based approaches is to adapt the
neighbourhood size parameter to every item independently. Indeed, instead of
considering a global parameter fixing the number of neighbours to be considered
by each item, we could associate to each item its own parameter. Such parameters
could be optimised using cross-validation.

Finally, combining different approaches could also lead to better results.
Many ensemble methods could then be implemented in that field [15, 16].
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